
Theory Part
Games on Graphs, Reactive Synthesis,

Automata Learning, and MCTS
MOVEP Summer School 2026

Jean-François Raskin

Université Libre de Bruxelles

June 2026



Outline of the Lecture

1. Games on Graphs & Reactive Synthesis
Game arenas, strategies, ω-regular objectives, CPre, attractors,

Büchi/parity games, Zielonka algorithm

2. Angluin’s L* Algorithm and RPNI
Membership/equivalence queries, observation tables, L* for DFAs (active

learning), Gold problem (passive learning), RPNI, sample set

3. Monte Carlo Tree Search
Selection, expansion, simulation, backpropagation, and UCT guarantees

(multi-armed bandid problem)



Part 1

Games on Graphs
and Reactive Synthesis



Motivation: Reactive Synthesis

The Setting
A reactive system interacts with an
adversarial environment in an infinite
sequence of rounds.
Given a specification ω (the What),
find a strategy for Sys (the How) such
that ω holds for all environment
behaviours.

Key Ideas
↭ Correct by construction: no

post-hoc verification needed.
↭ Adversarial environment:

worst-case assumption.
↭ Underlying formalism: 2-player

zero-sum game on a graph.

Sys

(strategy)

Env

(adversary)

outputsinputs

Winning strategy = correct Sys



LTL Reactive Synthesis
The Church Synthesis Problem

→ Ī = i0 i1 . . . in . . . → I
ω

environment
Sys Ō = o0 o1 . . . on . . . → O

ω

synchronous response

i0 o0 i1 o1 . . . in on . . . |= ω

Problem
Given an LTL formula ε over AP = I ↑ O, decide whether there exists a strategy

ϑ : I
→

· I ↓ O such that for all input sequences (environment is adversarial)

Ī = i0 i1 . . . in . . . → I
ω

:

i0 · ϑ(i0) · i1 · ϑ(i0i1) · . . . · in · ϑ(i0i1 . . . in) · . . . |= ε

and if so, construct such a strategy.



Game played on Graphs



Game Arena

Definition
A finite two-player game arena is a tuple A = (S1, S2, E , sinit) where:
↭ S1: finite set of states of Player 1 (protagonist, →)
↭ S2: finite set of states of Player 2 (antagonist, ↫) S = S1 ↑ S2
↭ E ↓ S ↔ S: total transition relation (↗s ↘ S · ≃s →

↘ S : (s, s →) ↘ E )
↭ sinit ↘ S: initial state

1 2

3 4

5

↔ states: S1 = {1, 3, 5}

↫ states: S2 = {2, 4}

sinit = 1 (double border)

In state s → Sj , Player j moves

the token. Their infinite

interaction forms

ϖ = s0s1s2 · · · → S
ω

.



Plays, Histories, and Strategies

Plays and Histories
↭ A play ε = s0s1s2 · · · ↘ Sω is an infinite path in A.
↭ Notations:

visit(ε) = {s | ≃i ↬ 0 : s = si},
inf(ε) = {s | s = si for infinitely many i}.

↭ A history ϑ = s0s1 · · · sn ↘ S↑
· Sj belongs to Player j if

last(ϑ) = sn ↘ Sj .

Strategies
A strategy for Player j is a function ϖj : S↑

· Sj ⇐ S such that(
last(ϑ), ϖj(ϑ)

)
↘ E for all histories ϑ.

↭ Memoryless (positional): ϖj(ϑ) = ϖj(ϑ→) whenever
last(ϑ) = last(ϑ→), i.e. ϖj : Sj ⇐ S.

↭ Finite-memory: ϖj computed by a finite transducer over S.



Winning Objectives
A zero-sum game (A, Win1): Win2 = Sω

\ Win1.

ω-Regular Objectives for Player 1
Let T ↓ S and p : S ⇐ {0, 1, . . . , d} a priority function.

Objective Definition Condition on play

Reach(T ) {ε | visit(ε) ⇒ T ⇑= ⇓} visit T at least once
Safe(T ) {ε | visit(ε) ↓ T} stay in T forever
Büchi(T ) {ε | inf(ε) ⇒ T ⇑= ⇓} visit T infinitely often
coBüchi(T ) {ε | inf(ε) ↓ T} eventually stay in T
Parity(p) {ε | min{p(s) | s ↘ inf(ε)} even} min recurrent priority is even

↭ Parity subsumes all others: Büchi ⇔ p ↘ {0, 1}, coBüchi ⇔ p ↘ {1, 2}

Safety ⇔ p ↘ {1, 2} (+1 bit), Reachability similarly.
↭ Parity objectives correspond to ϱ-regular languages.



Winning Strategies

Compatible Plays and Outcomes
A play ε = s0s1s2 · · · ↘ Sω is compatible with ϖj if for every i ↬ 0:

si ↘ Sj =↖ si+1 = ϖj(s0s1 · · · si).

The outcome set of ϖj from state s is:

Outcome(s, ϖj) =
{

ε ↘ Sω
∣∣ ε0 = s, ε compatible with ϖj

}
.

Given strategies ϖ1, ϖ2, the outcome from s is the unique play
Outcome(s, ϖ1, ϖ2) ↘ Sω compatible with both.

Winning Strategy
Player j has a winning strategy from s if there exists ϖj such that
Outcome(s, ϖj) ↓ Winj (equivalently, for all ϖ3↓j ,
Outcome(s, ϖ1, ϖ2) ↘ Winj).



Deteminacy

Theorem (Martin, 1975)
For every two-player game arena A and every Borel objective
Win1 ↓ Sω, the zero-sum game (A, Win1) is determined:
either Player 1 has a winning strategy for Win1,
or Player 2 has a winning strategy Sω

\ Win1.

↭ All ϱ-regular objectives are Borel ↖ determined.
↭ In the finite-arena and ϱ-regular objectives: e!ective algorithms

compute winning regions and optimal strategies.
↭ Key question: which objectives admit memoryless optimal strategies?



Elements of algorithms
for game graphs



Controllable Predecessor

Definition
For a set T ↓ S and player j ↘ {1, 2}:

CPrej(T ) =
{

s ↘ Sj
∣∣ ≃s →

↘ T : (s, s →) ↘ E
}

︸ ︷︷ ︸
Player j owns s and can move to T

↑
{

s ↘ S3↓j
∣∣ ↗(s, s →) ↘ E : s →

↘ T
}

︸ ︷︷ ︸
Player (3↓j) owns s, all moves go to T

From all s ↘ CPrej(T ), Player j can enforce entering T in one step.

Illustration
ts1

s2 x

T = {t} (orange).

s1 → S1: can choose edge s1 ↓ t

↗ s1 → CPre1(T ).

s2 → S2: has edge s2 ↓ x /→ T

↗ s2 /→ CPre1(T ).



Attractor
Definition
The attractor of T ↓ S for Player j is
the least fixpoint of
X ↙⇐ X ↑ CPrej(X ):

A0 = T ,

Ai+1 = Ai ↑ CPrej(Ai),

Attrj(T ) =
⋃

i↭0
Ai .

The sequence (Ai) is increasing and
stabilises in at most |S| steps.

Intuition. Attrj(T ) is the set of states

from which Player j can force reaching T ,

no matter how Player (3↘j) moves.

The complement S \ Attrj(T ) is a trap for

Player j: Player 3 ↘ j can force the play to

stay inside it, so no play starting there can

reach T if Player 3 ↘ j chooses so.

A0=T
A1
A2

Attrj (T )

trap S

→ CPrej (Ai )



Attractor: Memoryless Strategy
Lemma (Memoryless Attractor
Strategy)
For all s ↘ Attrj(T ), Player j has a
memoryless strategy to reach T from s.

Strategy construction. Assign rank
rk(s) := min{i | s ↘ Ai}.
↭ rk(s) = 0 ≃ s → T : target already

reached.

↭ s → Sj , rk(s) = i > 0:

pick any s
↑

→ Ai↓1 (exists:

s → CPrej(Ai↓1)).

↭ s → S3↓j , rk(s) = i > 0:

all successors lie in Ai↓1 (by definition

of CPrej).

Correctness. The rank strictly
decreases at every step ↖ T is reached
in ⊜ rk(s) steps.
Memoryless: the choice at s depends
only on s (not history).

rk=0
rk=1
rk=2
rk=3
trap S

Pl. j: pick s↑ ↓ Ai↔1



Attractor: Example

1 2

3 4

5 6

Compute Attr1(T ) with T = {4}

(coloured orange).

↭ A0 = {4}

↭ A1 = A0 ⇐ CPre1(A0)

= {3, 4}

A2 = A1 ⇐ CPre1(A1) =

{1, 2, 3, 4}

A3 = A2 ⇐ {1, 2, 3, 4} = A2

↭ Attr1({4}) = {1, 2, 3, 4}

↭ S \ Attr1({4}) = {5, 6}

is a trap for Player 1.



Traps and Sub-Arenas

Trap
A set U ↓ S is a trap for Player j if:
↭ for all s ↘ U ⇒ Sj : all successors of s are in U;
↭ for all s ↘ U ⇒ S3↓j : at least one successor of s is in U.

Intuitively: Player j cannot escape U, while Player (3∝j) can stay in U.

Lemma
For all T ↓ S and j ↘ {1, 2}: S \ Attrj(T ) is a trap for Player j .

Sub-Arena
If U ↓ S is a trap, then A[U] = (S1 ⇒ U, S2 ⇒ U, E ⇒ (U ↔ U)) is a valid
(total) game arena called the sub-arena induced by U.

These two notions — attractor and trap — are the building blocks of
many algorithms for ϱ-regular games.



Reachability and Safety Games
Solved using attractors

Theorem (Reachability — Memoryless Determinacy)
In game (A, Reach(T )):
↭ Player 1 wins from s ′↖ s ↘ Attr1(T ).
↭ Player 2 wins from s ′↖ s /↘ Attr1(T ), i.e. s stays in the trap

S \ Attr1(T ) forever under Player 2’s trapping strategy.
↭ Both players have memoryless optimal strategies.

Dual Algorithm
Theorem (Safety — Memoryless Determinacy)
Define the decreasing fixpoint: U0 = T , Ui+1 = Ui ⇒ CPre1(Ui); let
U↑ = lim Ui .
↭ Player 1 wins Safe(T ) from s ′↖ s ↘ U↑.
↭ U↑ is the largest sub-arena contained in T (a trap for Player 2).
↭ Both players have memoryless optimal strategies.

Note: Safe(T ) = Sω
\ Reach(S \ T ), so the two results are dual. Both

games solvable in O(|S| + |E |).



Büchi Games

Objective: Büchi(T ) = {ε | inf(ε) ⇒ T ⇑= ⇓} — visit T infinitely often.

Recursive Algorithm SolveBüchi(A, T )
Input: arena A, target T ⇒ S Output: W1 (winning states for Player 1)

W ⇑ Attr1(T )

if W = S: return S

L ⇑ Attr2(S \ W )

return SolveBüchi
(
A[S \ L], T \ L

)

Intuition:
↭ S \ W is a trap for Player 1 (Player 2 can avoid T there).
↭ Player 1 must never enter L = Attr2(S \ W ).
↭ Recurse on the arena where those "doomed" states are removed.

Complexity: O(|S| · |E |) — terminates after ⊜ |S| recursive calls, each
requiring one attractor computation.



Büchi Games: One Step of the Recursion in a Picture
S

TW =Attr1(T )

S \ W
trap for Pl. 1

L

A[S \ L]

L = Attr2(S \ W ) = green ↔ blue.
New target: T \ L (here T ↗ L = ↘; in general L

may swallow part of T ).

Situation: W = Attr1(T ) ⊋ S,
L := Attr2(S \ W ).

L is winning for Player 2
↭ S \ W is a trap for Pl. 1 and

(S \ W ) ⇓ T = ⇔: Pl. 2 confines the play

in S \ W forever — no visit to T .

↭ From L: attractor strategy to S \ W ,

then trap. T is visited at most finitely

often, so L ⇒ W2.

The recursive call is exact
↭ S \ L is a trap for Pl. 2 ↗ A[S \ L] is a

valid subgame.

↭ Winning Büchi(T \ L) in A[S \ L] wins

Büchi(T ) in A: Pl. 2 can never push the

play into L.

↭ Conversely W2(A) ↖ W2(A[S \ L]) ⇐ L

(switch to the attractor strategy if Pl. 1

enters L).

↗ W1(A) = W1(A[S \ L]): correct by

induction on |S|.



Büchi Games: Correctness and Memoryless Determinacy
Theorem (Correctness)
SolveBüchi(A, T ) returns exactly the set of states from which Player 1 has
a winning strategy for Büchi(T ).

Proof sketch.
↭ If W = S: Player 1 plays the attractor strategy to T repeatedly.
↭ If W ⇑= S: every state in S \ W is a trap for Player 1 — Player 2 can

prevent all visits to T . Hence Player 1 must win in the sub-arena
A[S \ L], and the recursion is correct by induction.

Theorem (Memoryless Determinacy of Büchi/coBüchi Games)
Both players have memoryless optimal strategies in Büchi (and coBüchi
games).

Proof sketch.
Player 1’s strategy: repeatedly play the memoryless attractor strategy to T .
Player 2’s strategy: play the memoryless trapping strategy in the appropriate
sub-arena (by induction on recursion depth).



Parity Games
Objective: Parity(p) where p : S ⇐ {0, 1, . . . , d}.

Parity(p) =
{

ε ↘ Sω
∣∣ min

{
p(s) | s ↘ inf(ε)

}
is even

}
.

↭ Priorities {0, 1}: Büchi, {1, 2}: coBüchi.
↭ Priorities {0, 1, . . . , d}: full parity.
↭ Key property: Parity(p) is an ϱ-regular language, and every

ϱ-regular language is a finite union of parity objectives.

Remark: Why parity games matter?
Solving parity games is equivalent to:
↭ Non-emptiness of alternating parity automata.
↭ Model-checking the µ-calculus.
↭ LTL reactive synthesis (after translation to a parity game on the

product arena).
Complexity: in NP ⇒ coNP; quasi-polynomial algorithms known [Calude
et al. 2017].



Zielonka’s Algorithm for Parity Games
Algorithm PGSolver(A) [after Jurdzinski 2008]

Input: arena A = (S, E , S1, S2), p : S ↓ {0, . . . , d} Output: (W1, W2)

if S = ⇔: return (⇔, ⇔)

d
→

⇑ mins↔S p(s); j ⇑ 1 + (d
→

mod 2); i ⇑ 3 ↘ j [j wins if d
→

is

min-recurrent; i is opponent]

A ⇑ Attrj
(
p

↓1
(d

→
)
)

if A = S: Wj ⇑ S, Wi ⇑ ⇔; return (W1, W2)

(W
↑
1 , W

↑
2) ⇑ PGSolver

(
A[S \ A]

)

if W
↑
i = ⇔: Wj ⇑ S, Wi ⇑ ⇔; return (W1, W2)

B ⇑ Attri
(
W

↑
i
)

(W
↑↑
1 , W

↑↑
2 ) ⇑ PGSolver

(
A[S \ B]

)

Wj ⇑ W
↑↑
j ; Wi ⇑ S \ W

↑↑
j ; return (W1, W2)

1. j = 1 + (d
→

mod 2): Player j wins if d
→

is the minimum priority seen infinitely

often. A = Attrj(p
↓1

(d
→
)) is player j’s attractor to the top-priority vertices.

2. Base cases. A = S (player j attracts the whole arena) or W
↑
i = ⇔ (opponent

wins nothing after removing A) ↗ player j wins all of A.

3. Inductive step. W
↑
i ↙= ⇔ implies W

↑
i is a trap for player j in A[S \ A]; hence

B = Attri (W
↑
i ) is provably winning for player i in the full arena A.

4. After removing B, the second recursion yields

W
↑↑
j = player j’s winning region in A[S \ B]; player i wins W

↑↑
i ⇐ B = S \ W

↑↑
j in

A.

Complexity: O
(
|S|

d/2
· |E |

)
; exponential in the number of priorities d .



Zielonka’s Algorithm: Preamble

S
Sd↗

S1
S2

Arena: A = (S = S1 ∞ S2, E , p)
p : S ⇐ {0, . . . , d} (priority function)

Goal: compute the winning partition
W1 ∞ W2 = S

d↑ := min
s≃S

p(s)

j := (d↑ mod 2) + 1
i := 3 ∝ j

Sd↗ := p↓1(d↑)

j is the protagonist: d↑ is a good colour
for Pl. j

(d↑ even ↖ j = 1; d↑ odd ↖ j = 2).
i is the opponent.



Zielonka: Step 1 — Attract to Sd↑

· · ·

S
Sd↗

S\

Attrj (Sd↗ )

Attrj (Sd↗ )

Compute A := Attrj
(
Sd↗

)

Base case: A = S
Pl. j attracts the whole arena. Every
play eventually visits Sd↗ , so the
minimum priority seen ∈-often is d↑

(good for Pl. j):

Wj := S, Wi := ⇓ ∝⇐ return

Else: A ⊋ S.

S \ A is a trap for Pl. j : ↖ A[S \ A] is
a valid subgame; solve recursively.



Zielonka: Step 2 — First Recursive Call on A[S \ A]
S

Sd↗

A[S \ A]

W ↑
i

Solve recursively:

(W →

j , W →

i ) := PGSolver
(
A[S \ A]

)

Sub-case: W →
i = ⇓

Pl. j wins A[S \ A], hence all of A:
any play either stays in W →

j (good for
Pl. j) or enters A and visits Sd↗ (min
priority = d↑, good for Pl. j).

Wj := S, Wi := ⇓ ∝⇐ return

Sub-case: W →

i ⇑= ⇓

(green region in diagram).
Pl. i wins W →

i in A[S \ A],
and also in the full arena A

as A is a trap for Pl. j .
↖ proceed to Step 3.



Zielonka: Step 3 — Opponent Attracts W ∋

i , Second
Recursion

S
Sd↗

W ↑
i

B

A[S \ B]

Compute B := Attri
(
W →

i
)

in A.
B is winning for Pl. i : from B, Pl. i
reaches W →

i where she wins by the first
recursion.

S \ B is a trap for Pl. i
No edge exits S \ B under Pl. i ’s strategy.
↖ A[S \ B] is a valid subgame.

(W →→

j , W →→

i ) := PGSolver
(
A[S \ B]

)

Return:

Wj := W →→

j ; Wi := S \ W →→

j = W →→

i ↑ B

Pl. i wins W →→

i (second recursion) ↑ B
(attractor to W →

i ).



Memoryless Determinacy of Parity Games

Theorem (Zielonka, 1998)
Parity games are memoryless determined: from every state, each player
has a memoryless optimal strategy.

Proof sketch (by induction on |S|).
↭ Base case (S = ⇓): trivial.
↭ Case W →

2 = ⇓: Player 1 wins from all of S. Strategy: play the
memoryless attractor strategy to p↓1(0); once there, restart (Büchi
game with memoryless det.).

↭ Case W →

2 ⇑= ⇓: By induction, both players have memoryless
strategies in W →→

1 and W →→

2 . Player 2’s strategy in Attr2(W →

2):
memoryless attractor strategy. Combining these memoryless pieces
gives a global memoryless strategy.

Summary: Reachability, Safety, Büchi, coBüchi, Parity — all
memorylessly determined.



From LTL to Parity Games: The Synthesis Pipeline

LTL formula ε Det. Parity Automaton Dε

Parity Game

G = Dε ∝ A

Winning Strategy

(Mealy Machine)

LTL↘DPA

Zielonka

Complexity
↭ LTL ⇐ DPA: doubly

exponential.
↭ Parity game: polyn. in nbr.

states in Dε and expon. in
number of colors of Dε.

↭ Overall: 2ExpTime-complete.

Practice
Tools: Strix (TUM), Acacia
(ULB).
E!cient on specs of △1 page.



Part 1 Summary: Key Concepts and Algorithms

Key Concepts
↭ Arena A = (S1, S2, E , sinit): Player 1 owns S1 ( ), Player 2 owns

S2 ( ).
↭ Play ε = s0s1s2 · · · ↘ Sω; strategy ϖj : S↑

· Sj ⇐ S.
↭ Objectives (ϱ-regular): Reach, Safe, Büchi, coBüchi, Parity — all

memoryless determined (corr. Zielonka’s algo).
↭ Algo: Attractor and recursion.

Algorithms
Objective Algorithm Memory Complexity

Reachability Attractor (CPre fixpoint ▽) Memoryless O(|S| + |E |)
Safety CPre fixpoint ̸ Memoryless O(|S| + |E |)
Büchi SolveBüchi (recursive) Memoryless O(|S| · |E |)
Parity PGSolver (Zielonka) Memoryless O(|S|

d/2
|E |)



Part 1 Summary: Connection to Reactive Synthesis
Theorem (LTL Reactive Synthesis via Parity Games)
Given an LTL formula ω over inputs I and outputs O, the reactive synthesis
problem reduces to solving a parity game:

ω realizable ′↖ Player 1 wins Gε = Dε ↔ Aenv

where Dε is a deterministic parity automaton for ω and Aenv is the
environment arena.

Why Parity Games Are Central
↭ Every ϱ-regular objective reduces to Parity.
↭ LTL ⇐ DPA: double exponential (unavoidable, 2ExpTime-lower bound).
↭ Parity game solving: quasi-polynomial [Calude et al. 2017], for complete

tutorial see Marcin Jurdzinski’s page:
https://www.dcs.warwick.ac.uk/ mju/.

↭ Overall: 2ExpTime-complete — tight.

Tools in Practice
Strix (TUM) and Acacia-Bonzai (ULB) implement this pipeline
e!ciently for medium-sized specifications.

https://www.dcs.warwick.ac.uk/~mju/


Part 2

Angluin’s L∗ and RPNI Algorithms:
Active and Passive Learning of Regular Languages



The Active Learning Setting

Goal
Learn an unknown regular language L ↓ !↑ using a Teacher (oracle).

Membership Query (MQ)
Learner selects w ↘ !↑.
Teacher answers: w ↘ L or w /↘ L.

Equivalence Query (EQ)
Learner proposes a hypothesis
automaton H.
Teacher answers:
↭ Yes: L(H) = L. Algorithm

terminates.
↭ No: returns a counterexample

w with w ↘ L∀L(H).

Complexity
Polynomial in:
↭ m = number of states of the

minimal DFA for L;
↭ n = length of the longest

counterexample.

Learner Teacher

MQ / EQ

yes / no + c.e.



The Myhill–Nerode Right Congruence
Definition

v ∃L w ′↖ ↗u ↘ !↑, vu ↘ L ¬ wu ↘ L.

Properties
↭ Right congruence: v ′L w ↗ va ′L wa

for all a → !.

↭ Refines L: v ′L w ↗ (v → L ≃ w → L)

[u=ω].
↭ Lv := {u | vu → L}: the residual of L by

v ; v ′L w ≃ Lv = Lw .

↭ in a minimal DFA for L, if v ′L w , then

reading v or w leads to the same state.

Theorem (Myhill–Nerode)
L is regular ∞↗ ′L has finite index. The

minimal DFA for L has index(′L) states —

one per class [v ]L.

q0 q

v

w

Lv =Lw
same
future

v ⇐L w

Link to T -Equivalence
Replace !

→
by a finite T :

v ′T w

∞↗

∈u → T , vu → L ≃ wu → L.

One has ′L ⇒ ′T .



Learning Algorithm L∗ – Observation Table
Access Words and Test Words
Learner maintains two finite sets: Q ↓ !↑ (access words, with ς ↘ Q)
and T ↓ !↑ (test words).
Define T -equivalence: v ∃T w ′↖

(
vu ↘ L ′↖ wu ↘ L

)
for all

u ↘ T .
Rem: ∃T is always coarser than (or equal to) ∃L, we want to discover ∃L

Properties of (Q, T )
↭ Separability: no two distinct q, q→

↘ Q are T -equivalent.
↭ Closedness: for every q ↘ Q and a ↘ !, ≃q→

↘ Q s.t. qa ∃T q→.

Hypothesis Automaton H

when (Q, T ) is separable and closed
↭ States: Q. Initial state: ς.
↭ Transition: φ(q, a) = the unique q→

↘ Q s.t. qa ∃T q→.
↭ Accepting states: {q ↘ Q | q ↘ L}.

Rem: H is total and deterministic.



Observation Table: Visual Structure

Table layout for Q = {q1, q2, q3},
T = {t1, t2, t3}:

Q \ T t1 t2 t3

q1 ↼L(q1t1) ↼L(q1t2) ↼L(q1t3)
q2 ↼L(q2t1) ↼L(q2t2) ↼L(q2t3)
q3 ↼L(q3t1) ↼L(q3t2) ↼L(q3t3)

q1a extension rows (closedness check)

q1b
...

Reading the table
Each cell (q, t) stores
↼L(q · t) ↘ {0, 1},
obtained via membership queries.
Row vector of w :
row(w) =

(
↼L(wt)

)
t≃T .

Two words are T -equivalent i"
their row vectors are equal.

Two conditions
↭ Separable: all rows in Q are

distinct.
↭ Closed: every extension row

row(qa) for q ↘ Q, a ↘ !
equals some row in Q.



Proposition 1: Size Bound

Proposition 1
If (Q, T ) is separable, then |Q| ⊜ m, where m is the number of states of
a minimal DFA for L.

Proof sketch
Let A = (!, QA, q0, φ, F ) be a minimal DFA for L.

Key observation: if two words u, v ↘ !↑ satisfy φ(q0, u) = φ(q0, v), then
u ∃T v for any set T (since A accepts ut i" it accepts vt, for every t).

Contrapositive: if u ⇑∃T v then φ(q0, u) ⇑= φ(q0, v), i.e., u and v are
sent to di!erent states of A.

Since (Q, T ) is separable, every pair of distinct words in Q is
T -inequivalent, hence lands in distinct states of A. Therefore
|Q| ⊜ |QA| = m. ↫

Consequence: L↑ issues at most m equivalence queries (each EQ
enlarges Q by ↬ 1 element, and |Q| is bounded by m).



Proposition 2: Extending Q

Proposition 2
If (Q, T ) is separable but not closed, then using MQs one can find
q ↘ !↑

\ Q such that (Q ↑ {q}, T ) remains separable.

Proof sketch
Since (Q, T ) is not closed, there exist q̂ ↘ Q and a ↘ ! such that

q̂a ⇑∃T q→ for all q→
↘ Q.

(Found by scanning all q̂ ↘ Q, a ↘ ! using MQs to compute row vectors.)

Set q↑ := q̂a. Then:
↭ q↑ /↘ Q: if q↑

↘ Q it would be T -equivalent to itself, contradicting
the above.

↭ (Q ↑ {q↑
}, T ) is separable: q↑ is T -inequivalent to every existing

q→
↘ Q by construction; the separability of the original pairs in Q is

unchanged. ↫



Proposition 3: Processing a Counterexample

Proposition 3
Given a counterexample w = w1 · · · wn to H, using ∅log nℜ MQs one can
find q /↘ Q and t ↘ !↑ such that (Q ↑ {q}, T ↑ {t}) is separable.

Proof sketch
Let qi = φH(ς, w1 · · · wi) be the H-state after reading the i-th prefix.
Call qi correct if ↼L(qi wi+1 · · · wn) = ↼L(w) (i.e. the su!x is handled
correctly).
↭ q0 = ς: correct (trivially, ↼L(ς · w) = ↼L(w)).
↭ qn: incorrect (w is a CE, so ↼L(qn) ⇑= ↼L(w)).

Binary search (∅log nℜ MQs) finds least index i where qi↓1 is correct
and qi is incorrect:

↼L(qi↓1 wi · · · wn) ⇑= ↼L(qi wi+1 · · · wn).

Set q↑ := qi↓1 wi and t↑ := wi+1 · · · wn. By definition of H’s transitions,
qi is the unique T -equivalent of q↑ in Q; but t↑ distinguishes q↑ from qi .
Hence q↑ /↘ Q and (Q ↑ {q↑

}, T ↑ {t↑
}) is separable. ↫



The L∗ Algorithm (Angluin, 1987)

Algorithm
Q ⇑ {ϱ}; T ⇑ {ϱ}

repeat:
Close: apply Prop. 2 until (Q, T ) is closed (using MQs)

Hypothesize: build H from separable, closed (Q, T )

Query: submit H to EQ

if EQ returns Yes: return H

Extend: apply Prop. 3 with counterexample to enlarge Q, T

until EQ returns Yes

Theorem (Angluin, 1987)
L↑ terminates and returns the minimal DFA for L. It uses at most m
equivalence queries and at most m2

|!| + m log n membership queries.

Key invariant: each EQ adds at least one element to Q; by Prop. 1,
|Q| ⊜ m, so at most m equivalence queries su!ce.



L∗ Step by Step: Target Language

Target: L = {w ↘ {a, b}
↑

| |w |b ∃ 3 (mod 4)} — words whose b-count
is 3 mod 4.

Minimal DFA (unknown to the
learner)

q0 q1 q2 q3

a

b

a

b

a

b

a

b

States
↭ q0: |w |b ∃ 0
↭ q1: |w |b ∃ 1
↭ q2: |w |b ∃ 2
↭ q3: |w |b ∃ 3 (accept)

Letters a do not change the
b-count: every a-transition is a
self-loop.
Goal: recover this 4-state DFA
using only MQ and EQ.



L∗ Step 1: Initialization and First Hypothesis

Init: Q = {ς}, T = {ς}.
MQs: ς /↘ L (0 b’s), a /↘ L, b /↘ L
(1 b).

Q\T ς

ς 0

a 0
b 0

Extensions a, b both have
row [0] = row(ς).
Table is closed. Build H0.

Hypothesis H0

q0

a, b

One non-accepting state; all
transitions self-loop.

EQ1 answer: No.
Counterexample: bbb ↘ L
(rejected by H0).



L∗ Step 2: Processing Counterexample bbb
Binary search on bbb = w1w2w3 (all states in H0 equal q0 = ς):

i Prefix w1..i State qi Correct? (↼L(qi · wi+1..3) = ↼L(bbb))

0 ς ς ↼L(ς · bbb) = 1 = 1 ≿
3 bbb ς ↼L(ς · ς) = 0 ⇑= 1 ↔

1 b ς ↼L(ς · bb) = 0 ⇑= 1 ↔

Boundary: q0 correct, q1 incorrect. New access word b; distinguishing test word
t = bb (since ↼L(b · bb) = ↼L(bbb) = 1 but ↼L(ς · bb) = 0).

Update: Q ℑ {ς, b}, T ℑ {ς, bb}.
New MQs: b /↘ L; bbb ↘ L; bb /↘ L; bbbb /↘ L.

Q\T ς bb

ς 0 0
b 0 1

a, ba 0 0 or 1 resp.
bb 0 0

Extensions: row(a) = [0, 0] ′ row(ϱ);

row(ba) = [0, 1] ′ row(b); row(bb) = [0, 0] ′ row(ϱ). Closed.



L∗ Step 3: Second Hypothesis and Counterexample
Hypothesis H1
States q0 = ς (rej.), q1 = b (rej.):

q0 q1

a

b

a

b

EQ2 answer: No.
Counterexample: bbb ↘ L,
but φ(q0, bbb) = q1 (not accepting).

Binary search on bbb:

i qi Correct?
0 q0 = ς ≿
1 q1 = b ≿ (↼L(b · bb) = 1 = 1)
2 q0 = ς ↔ (↼L(ς · b) = 0 ⇑= 1)

Boundary i = 1 ⇐ 2: new word bb; test
t = b (since ↼L(bb · b) = ↼L(bbb) = 1
but ↼L(ς · b) = 0).
Update: Q ℑ {ς, b, bb},
T ℑ {ς, b, bb}.
Check closedness: row(bbb) = [1, 0, 0]
not in Q — add bbb. Final:
Q = {ς, b, bb, bbb}.



L∗ Step 4: Final Table and Termination
Final table: Q = {ς, b, bb, bbb},
T = {ς, b, bb}.

Q\T ς b bb

ς 0 0 0
b 0 0 1
bb 0 1 0
bbb 1 0 0

ςa 0 0 0
ba 0 0 1
bba 0 1 0
bbba 1 0 0
bbbb 0 0 0

Separable & closed.

Final Hypothesis H2 (=
minimal DFA)

q0 q1 q2 q3

a

b

a

b

a

b

a

b

EQ3 answer: Yes!
Statistics: 3 EQs,
⊜ m2

|!|+m log n = 32+4·2 = 40
MQs.



Passive Automata Learning: The Gold Problem

Setting
The learner receives a finite sample (P, N) with P, N ↓ !↑, P ⇒ N = ⇓:
positive examples (P) and negative examples (N). A DFA A is
consistent with (P, N) if P ↓ L(A) and N ⇒ L(A) = ⇓.

The Gold Problem
Input: a finite sample (P, N) with P, N ↓ !↑, P ⇒ N = ⇓.
Output: a DFA consistent with (P, N) of minimum number of states.

Complexity
↭ Associated decision problem is NP-complete.
↭ Hardness holds even for |!| = 2.
↭ Practical approach: state-merging heuristics.



RPNI: Regular Positive and Negative Inference

Prefix Tree Acceptor (PTA)
Given (P, N), the canonical trie PTA(P, N) has: states = Pref(P ↑ N),
root = ς, φ(u, a) = ua whenever ua ↘ Pref(P ↑ N). Accepting states
= P, rejecting states = N, rest unlabelled.

State Merging [Oncina & García, 1992]
Process states in Length-lexicographic order q0, q1, q2, . . .

1. For each qi , try to merge it with each earlier state qj (j < i), in
order.

2. A merge qi ℑ qj is compatible if the resulting quotient has no
state labelled both + and ∝ (checked recursively after folding all
transitions).

3. Accept the first compatible merge found; otherwise keep qi as a
new state.



RPNI: Example

Target: L =
{

w → {a, b}
→

∣∣ |w |a odd
}

. Sample: P = {a, ab},

N = {ϱ, b, aa}.

PTA(P, N)

ω a

b

aa

ab

a

b

a

b

Merge trace
(BFS order: ϱ, a, b, aa, ab)

Attempt Labels Result
a ↑ ω + / ↓ conflict
b ↑ ω ↓ / ↓ accept
aa ↑ ω ↓ / ↓ accept
ab ↑ ω + / ↓ conflict
ab ↑ a + / + accept

Result: minimal DFA (2 states)

q0 q1

a

a

b b



RPNI: Completeness

Theorem (Characteristic Sample — Oncina & García, 1992)
For every minimal DFA A with m states over alphabet !, there exists a
sample (P↑, N↑)—the characteristic sample for A—such that:

1. RPNI(P↑, N↑) △= A (RPNI returns exactly A, up to isomorphism);
2. |P↑

| + |N↑
| = O(m2) and every word has length O(m); in

particular the characteristic sample has size polynomial in m.

Construction sketch
Let ↽0, . . . , ↽m↓1 be the BFS-access words of A (shortest word reaching
state qi from q0).
↭ For each qi : add ↽i to P↑ if qi ↘ F , to N↑ otherwise.
↭ For each pair qi ⇑= qj that must not be merged: add ↽i · sij and

↽j · sij (where sij is the shortest su!x satisfying
φ(qi , sij) ↘ F ⊤ φ(qj , sij) ↘ F ) to force the necessary +/∝ conflict.



Part 3

Monte Carlo Tree Search



Monte Carlo Tree Search: The Big Picture

Setting
An agent interacts with an environment
over a sequence of steps (i.e. like in an
MDP). At each state s, it chooses an
action a ↘ A(s); the environment
returns a new state and a reward.
Goal: find a policy ϑ : s ↙⇐ a
maximising cumulative (discounted)
reward.

Challenge
State space is too large for exhaustive
search (e.g. Go: △ 10170 states).
Key idea: build an sparse search tree
that focuses computational budget
(e.g. the number of nodes developed)
on the most promising branches.

s0

s1

s3 s4

s2

s5 s6

• explored • not explored

Tree grows deeper where reward

is higher.



The Four Phases of MCTS

?

1. Selection

traverse tree by tree policy (e.g. UCT-MAB)

2. Expansion

add child node(s)

3. Simulation

random rollout to terminal

4. Backprop

Each node v stores: visit count
n(v) and total reward W (v).

Repeat until budget exhausted;
return action with highest n.



The Multi-Armed Bandit Problem
Setting
K arms; arm i yields i.i.d. rewards in [0, 1]

with unknown mean µi .

At round t: choose one arm At , observe

its reward XAt ,t — no other feedback.

Goal: minimise regret

Regret(n) = nµ→
↘ E[

∑n
t=1 XAt ,t ],

µ→
= maxi µi .

The Exploration–Exploitation
Dilemma
After ni pulls of arm i , empirical mean X̄i
is known.

↭ Exploit: pull arg maxi X̄i — may

miss the true best arm.

↭ Explore: try arms with small ni —

wastes budget on suboptimal arms.

X̄1=0.8

a=1

X̄2=0.4

a=2

?

n3≃0

a=3

?

nK ≃0

a=K

µ↗

exploit explore?

In MCTS: each tree node is a bandit;

arms = child moves; reward = rollout

outcome.



UCT: Balancing Exploration and Exploitation
The Multi-Armed Bandit Analogy
At each internal node, choosing a child = choosing an arm. Goal: maximise
cumulative reward while also gathering information.
↭ Exploitation: prefer children with high average reward X̄i .
↭ Exploration: prefer children visited less often.

UCB1 / UCT Tree Policy [Kocsis & Szepesvári, 2006]
Select the child i↑ that maximises:

UCT(i) = X̄i︸︷︷︸
exploitation

+ C
√

ln N
ni︸ ︷︷ ︸

exploration

where X̄i = Wi/ni is the average reward, ni the visit count of child i , N the visit
count of the parent, and C > 0 a tunable exploration constant.

Unvisited children (ni = 0):
UCT(i) = +∈ — always expand
before revisiting.

Trade-o!: as ni ⇐ ∈ the exploration
term ⇐ 0 and selection converges to
the empirically best arm.



Theoretical Guarantees
Regret Bound for UCB1 [Auer, Cesa-Bianchi, Fischer, 2002]
In a K -armed bandit with rewards in [0, 1], UCB1 achieves after n rounds:

E[Regret(n)] ⊜
∑

i : !i >0

(
8 ln n
”i

+
(

1 + ϑ2

3

)
”i

)
= O(K ln n),

where ”i = µ↑
∝ µi is the gap between arm i and the best arm. This is optimal

up to constants.

Convergence of MCTS / UCT
↭ Finite horizon: UCT converges to the optimal value as budget ⇐ ∈

[Kocsis & Szepesvári, 2006].
↭ Convergence rate: O

(
n↓1/2)

error after n simulations at the root (under
standard assumptions).

↭ Caveat: the sample complexity can be exponential in the tree depth;
guarantees are asymptotic.

↭ In practice: neural network rollout policies (AlphaGo/AlphaZero)
dramatically reduce the required budget.
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Hybrid Approaches  
to Reactive Synthesis:  

 
Integrating Learning  

and Formal Verification
Collaborations with Mrudula Balachander, Emmanuel Filliot, Anirban Majumdar,  
Sayan Mukherjee, Prince Mathew, Damien Busatto-Gaston, and Debraj Chakraborty



• Reactive systems continuously interact with their environment  
• Examples: autonomous vehicles, smart devices, medical controllers  
• Safety-critical: must behave correctly under all possible situations


• Manual design is notoriously difficult: anticipate and handle all 
possible environmental interactions  need for formal methods→

The Challenge of Reactive Systems
Reactive Systems

Env Sys ⊧? φ||

∀ρ = i0o0i1o1…inon… ∈ [[𝖤𝗇𝗏 ∣∣ 𝖲𝗒𝗌]] : ρ ⊧ φ



•Reactive synthesis offers an appealing alternative to manual design 
• Provide a high-level description (spec) of desired behavior  
• An algorithm automatically constructs a system that is correct by construction

•But there is a catch  
• Computationally challenging  
• Undecidable in some settings  
• Limits the applicability of purely formal approaches

The Challenge of Reactive Systems
Reactive Synthesis — Promise and Limits

Env ? ⊧ φ||



• Goal: combine the best of both worlds  
• Scalability and flexibility of machine learning  
• Correctness guarantees of formal methods


• Many recent works integrates these paradigms  
• Learning extends the reach of synthesis  
• Formal methods preserve trust


• Here, we present 3 examples 

Hybrid Approaches for Reliable Controller Synthesis
Formal Methods + Machine Learning



1) LTL Synthesis with Hints 

2) Learning FSC for POMDPs 

3) Neuro-Symbolic Advice in MCTS



LTL Synthesis with Hints
Augment the traditional reactive synthesis algorithm  
with (passive) automata learning

TACAS’23



(LTL) Reactive Synthesis
Classical setting

Env ? ⊧ φ
• Key ideas of synthesis:  

• (i) What versus How  
• (ii) Sys is constructed by an algorithm 

Therefore, Sys is correct by construction 

• Underlying theory: 2 player zero-sum games played on graphs 
• Env is adversarial (worst-case assumption) 
• Correct Sys = Winning strategy

||

the « What ?»



• Input AP: 


• Output AP: 


• CORE Spec: 
 

 

• CORE Spec = properties that you would verify on any 
solution to mutual exclusion (e.g. Peterson, Dedecker, etc.) - 
Remember “What vs. How”

r0, r1

g0, g1

φ𝖢𝖮𝖱𝖤 ≡ □ (¬g0 ∨ ¬g1) ∧ □ (r0 → ◊g0) ∧ □ (r1 → ◊g1)

An example - Mutual exclusion - CORE Spec
LTL Reactive Synthesis



• Input AP: 


• Output AP: 


• CORE Spec:


•   
 

r0, r1

g0, g1

φ𝖢𝖮𝖱𝖤 ≡ □ (¬g0 ∨ ¬g1) ∧ □ (r0 → ◊g0) ∧ □ (r1 → ◊g1)

An example - Mutual exclusion

Solution=Winning Strategy=Mealy Machine

LTL Reactive Synthesis

Synthesis 
algorithm 

?



An example - Mutual exclusion
LTL Reactive Synthesis



• LTL reactive synthesis is 2ExpTime-C 

• Nevertheless, “efficient” implementations exist 
(medium size spec -  one page)  
Tools: e.g. Acacia (ULB-U Antwerpen) - STRIX (TUM)


• Demo: Mutual exclusion (STRIX)

≈

An example - Mutual exclusion
LTL Reactive Synthesis



• LTL reactive synthesis is 2ExpTime-C 

• Nevertheless, “efficient” implementations exist 
(medium size spec -  one page)  
Tools: e.g. Acacia (ULB-U Antwerpen) - STRIX (TUM)


• Demo: Mutual exclusion (STRIX)

≈

An example - Mutual exclusion
LTL Reactive Synthesis



• LTL reactive synthesis is 2ExpTime-C 

• Nevertheless, “efficient” implementations exist 
(medium size spec -  one page)  
Tools: e.g. Acacia (ULB-U Antwerpen) - STRIX (TUM)


• Demo: Mutual exclusion (STRIX)

≈

An example - Mutual exclusion
LTL Reactive Synthesis

Quality of solution ? 
Small is beautiful ? 

is “What only” sufficient ?



Space of solutions of φ𝖢𝖮𝖱𝖤
How to drive the synthesis procedure towards relevant solutions?

Mealy Machines

Mealy machines that realizes φ𝖢𝖮𝖱𝖤

“Relevant”solutions

…
…



• The “What only” may 
lead to solutions that 
are not of practical 
interest  
(e.g. unsolicited 
grants)


• Remedy ? Give a 
“complete” 
specification


• Example: Mutual 
exclusion without 
unsolicited grants

Complete specifications ???
Quality of solutions



• The “What only” may 
lead to solutions that 
are not of practical 
interest  
(e.g. unsolicited 
grants)


• Remedy ? Give a 
“complete” 
specification


• Example: Mutual 
exclusion without 
unsolicited grants

Complete specifications ???
Quality of solutions

BUT 

Specifying low-level requirements in LTL may be difficult/cumbersome 

Specifying low-level requirements clearly goes against  

the first idea of synthesis! (What vs How) 



Our proposal: 
Add scenarios (examples) 
to φ𝖢𝖮𝖱𝖤

{!r0,!r1} . {!g0,!g1}#{r0,!r1} . {g0,!g1}#{!r0, r1} . {!g0, g1}

• Scenarios are a well-accepted RE technique for eliciting requirements 
(considered before ) 

• Easy to produce — the designer controls both inputs and outputs
• Sidestep the core challenge of reactive design: handling every 
possible environment input

• Serve as examples/hints that guide synthesis toward "good" solutions
• The synthesis algorithm must produce solutions consistent with the 
given scenarios

φ𝖢𝖮𝖱𝖤



• 


• + a few Hints:

• 


•  
 

φ𝖢𝖮𝖱𝖤 ≡ □ (¬g0 ∨ ¬g1) ∧ □ (r0 → ◊g0) ∧ □ (r1 → ◊g1)

{!r0,!r1} . {!g0,!g1}#{r0,!r1} . {g0,!g1}#{!r0, r1} . {!g0, g1}

{r0, r1} . {g0,!g1}#{!r0,!r1} . {!g0, g1}

LTL spec + Hints (scenarios)
Another (more appealing) approach



• 


• + a few Hints:

• 


•  
 

φ𝖢𝖮𝖱𝖤 ≡ □ (¬g0 ∨ ¬g1) ∧ □ (r0 → ◊g0) ∧ □ (r1 → ◊g1)

{!r0,!r1} . {!g0,!g1}#{r0,!r1} . {g0,!g1}#{!r0, r1} . {!g0, g1}

{r0, r1} . {g0,!g1}#{!r0,!r1} . {!g0, g1}

LTL spec + Hints (scenarios)
Another (more appealing) approach

Learning+Synthesis



Mixing RS with Automata Learning
Two phase algorithm

Input: examples   and  e1, e2, …, en φ𝖢𝖮𝖱𝖤

e1, e2, …, en

Automata 
learning 
algorithm 
generalizes 
examples 
(state merging)

+

RS algorithm 
to block 
generalization 
that violates 

 φ𝖢𝖮𝖱𝖤

Pre-Mealy Machine

1)

2)
Fill holes 
using RS algorithm  
and reuse states  
as much as possible  
(generalization)



•Theorem (Additional polynomial cost)  
 
Given ,  returns a Mealy machine  
such that  and  if it exists, in worst-
case doubly exponential time in  and polynomial in . 
Otherwise it returns UNREAL.  

•Theorem (Mealy completeness):  
 
For all specifications , for all Mealy machines  such that 

, there is a set of examples  of size polynomial in  
and such that .  

(φ, E) 𝖲𝗒𝗇𝗍𝗁𝖫𝖾𝖺𝗋𝗇(φ, E) M
E ⊆ L(M) Lω(M) ⊆ [[φ]]

|φ | |E |

φ M
M ⊧ φ E M

𝖲𝗒𝗇𝗍𝗁𝖫𝖾𝖺𝗋𝗇(φ, E) = M

Theoretical results
How to maintain efficiency



• If you want a solution where comes before  in case of 
concurrent requests:  
change the scenario !


• Hints:


• 


•  

g1 g0

{!r0,!r1} . {!g0,!g1}#{r0,!r1} . {g0,!g1}#{!r0, r1} . {!g0, g1}

{r0, r1} . {!g0, g1}#{!r0,!r1} . {g0,!g1} {r0 , r1 } . {!g0 , g1 }

If the solution M is not the one that User has in mind (M’)  

then add an example that differentiates M and the target 

machine M’ 



(φ𝖢𝖮𝖱𝖤, E0) M0
If designer not happy

(φ𝖢𝖮𝖱𝖤, E0 ∪ {e1, e2, …, en}) M1

If designer not happy

(φ𝖢𝖮𝖱𝖤, E1 ∪ {e′ 1, e′ 2, …, e′ m}) M2

Until designer is happy. 
Similar to active learning: 

designer=equivalence oracle

…



• Here ML is used to provide a better setting, and not necessarily 
to provide something more efficient


• … even if this setting allows us to keep the specification concise:  
 
  only+E 
 
and remember: complexity is 

φ𝖢𝖮𝖱𝖤

O (22∣φ𝖢𝖮𝖱𝖤∣ ⋅ 𝗉𝗈𝗅𝗒( ∣ E ∣ ))

Take home message
LTL synthesis with hints



1) LTL Synthesis with Hints 

2) Learning FSC for POMDPs 

3) Neuro-Symbolic Advices in MCTS



Learning FSC for POMDPs
Blending: (1) L* (active automata learning),  
                (2) Sampling (MCTS),  
                (3) Probabilistic Model-Checking.

To appear in CAV26
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q1 q2 q3 q4

q5 q6
M [e2]

a

b

q1 q2 q3 q4

q5 q6
M [e1]

a a

b

Figure 4 The set {q1, q2} is an end-component in e2, not in e1.

Then, in order to reach the target q3, if there are more q1’s than q2’s in the history we play
a in q2, otherwise b. The intuition is that the histories with more q1’s than q2’s have a high
probability (more than 1 → ω) in M [e1] and a small probability (less than ω) in M [e2], where
ω can be made arbitrarily small (however not 0) by playing c for su!ciently long. Hence q1
is limit-sure winning, but not almost-sure winning.

In the second scenario (Figure 4), the transition probabilities do not matter. The objective
is to visit some state in {q3, q4, q5} infinitely often (those states have priority 0, the other
states have priority 1). The state q1 is limit-sure winning, but not almost-sure winning. To
win with probability 1 → ω, a strategy can play a (in q2) for a su!ciently long time, then
switch to playing b (unless q5 was reached before that). The crux is that playing a does
not harm, as it does not leave the limit-sure winning region, but ensures in at least one
environment (namely, e1) that the objective is satisfied with probability 1 (by reaching q5).
This allows to “discard” the environment e1 if q5 was not reached, and to switch to a strategy
that is winning with probability at least 1 → ω in e2, namely by playing b. With an arbitrary
number of environments, the di!culty is to determine in which order the environments can
be “discarded”.

Note that the transition (q2, a, q1) is not revealing, since it is present in both environments.
However, after crossing this transition a large number of times, we can still learn that the
environment is e2 (and be mistaken with arbitrarily small probability). In contrast, the
transition (q2, a, q5) is revealing and the environment is e1 with certainty upon crossing that
transition.

To solve the membership problem for limit-sure parity, we first convert M into a revealed-
form MEMDP M

→, similar to the case of almost-sure winning, with the obvious di"erence that
revealing transitions t = (q, a, q

→) of M [e] are redirected in M
→[e] to qwin if q

→ ↑ LS(M [Kt], ε)
is limit-sure winning when the set of environments is the knowledge Kt after observing
transition t. Thus, we aim for a recursive algorithm, where the base case is limit-sure winning
in MEMDPs with one environment, which are equivalent to plain MDPs, for which limit-sure
and almost-sure parity coincide. Note that the examples of Figure 3 and Figure 4 are in
revealed form.

ICALP 2025
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δ : Q × A ⇀ 𝖣𝗂𝗌𝗍(Q)

States
Available actions Prob. transition function 

Q :  strategy  to visit Büchi states (parity condition) -often with prob. at least  from  ?∃ σ : 𝖰* → A ∞ α q

Let  be s.t.  then σ σ(h ⋅ q2) = a Mq × σ ⊧ ℙ ( □ ◊{q3, q4, q5} = 1)
Markov chain

POMDP=Partially Observable MDP
What are MDPs ?

The synthesis problem is solvable in PTime.



• The robot can only observe the current cell color (starting place is known)


• Possible actions are . If an action is selected, then the robots 
performs the action with probability  and remains at the current cell with 
probability  (uncertainty)


• Objective: find a strategy to keep the probability of avoiding red cells above 

↑ , ↓ and  →
0.9

0.1

α

Grid world - Partial observation
POMDP: an Example

Prince Mathew ULB



• POMDP=MDP where current state is observed imperfectly


•  where:


•  is a finite set of observations


• 


now a strategy should be observation-based:  
 

 instead of                           

M = (Q, (Aq)q∈Q, δ, 𝒪, 𝖮𝖻𝗌)

𝒪

𝖮𝖻𝗌 : Q → 𝒪

σ : 𝒪* → A σ : 𝖰* → A

State are observed through observations
POMDP

o = a



•A POMDP can be transformed into a fully observable MDP: 

•States = beliefs 

•Transitions: choose action  receive observation  update belief   
(Bayesian update)


•Result: a standard MDP over belief but infinite state space

b ∈ Dist(S)
a z b → b′ 

To reason about POMDP
The Belief MDP - A general construction

Belief MDP :
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Practical approach to solve POMDP (online)
Monte Carlo Tree Search (and the like)

Receding horizon

s0

s1

s1

s1

...

s2

...

a3

s2

s0

...
...

s2

...

a4

a3

s2

s0

s1

...

s2

...

a1

s2

...

a2

s2

s0

...
...

s2

...

a4

a4

a1

s2

s0

s1

...

s2

...

a1

s2

...

a2

s2

s0

...
...

s2

...

a4

a4

a2

...

infinite
horizon

H

H

I Unfolding of the MDP
I Finite horizon computation of the best action: total reward
I Sliding window of depth H

I H big enough ; optimal strategy
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Compute

a locally optimal


strategy

States=beliefs

Partial unfolding



Even partial unfolding is too large: sampling!
Monte Carlo Tree Search (and the like)

Convergence of MCTS with simulation
s0

s1

s1

s1 s2

a3

s2

s0 s2

a4

a3

s2

s0

s1 s2

a1

s2

a2

s2

s0 s2

a4

a4

a1
v1

s2

s0

s1 s2

a1

s2

a2

s2

s0 s2

a4

a4

a2
v2

I Unlike (?), MCTS is often implemented with a simulation phase used
to initialise value estimates

I This changes the reward distributions of all UCB instances

I We show that the convergence properties of MCTS are maintained
for all simulations: any strategy can be used to draw samples
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Simulate for L steps (typically L >> H)

Balance exploration and exploitation



Even partial unfolding is too large: sampling!
Monte Carlo Tree Search (and the like)

Convergence of MCTS with simulation
s0

s1

s1

s1 s2

a3

s2

s0 s2

a4

a3

s2

s0

s1 s2

a1

s2

a2

s2

s0 s2

a4

a4

a1
v1

s2

s0

s1 s2

a1

s2

a2

s2

s0 s2

a4

a4

a2
v2

I Unlike (?), MCTS is often implemented with a simulation phase used
to initialise value estimates

I This changes the reward distributions of all UCB instances

I We show that the convergence properties of MCTS are maintained
for all simulations: any strategy can be used to draw samples
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Simulate for L steps (typically L >> H)

Balance exploration and exploitation

MCTS-like methods works well in practice 

but lack static correctness guarantees 

of formal methods



Solution: combine MCTS-like 
methods with automata learning 
and model-checking



Synthesis of Finite State Controller 
How to learn such a controller?

Prince Mathew ULBCFV Seminar

Synthesize Learn a finite state strategy for the 
robot, that would keep it safe with probability at 
least , e.g.: α ℙP×H( □ ¬Bad) ≥ 0.7



Induced Markov Chain - Verification in PTime
Synthesis is hard but verification is « easy »

Prince Mathew ULBCFV Seminar

Markov 
Chain

⨂



• View policy synthesis as automata learning


• Learn a Mealy machine using an adaptation of L*


1. An action oracle  (action queries )  
 
Q: What action should I play after history  ?


2. A model checking oracle  (model checking queries ) 
 
Is my candidate strategy (FSC) enforcing the safety threshold ? 


The action queries and model checking queries are analogous to the membership and equivalence queries in L*


• If learning succeeds, then we obtain:


•  Mealy machine (finite-state controller)


• A formal correctness guarantee via model checking

AO 𝒪A

h

MCO 𝒪M

L* Learning Protocole
Synthesis as Automata Learning

Prince Mathew ULBCFV Seminar

Learner Teacher



Use MCTS to answer action queries
Action Oracle

Convergence of MCTS with simulation
s0

s1

s1

s1 s2

a3

s2

s0 s2

a4

a3

s2

s0

s1 s2

a1

s2

a2

s2

s0 s2

a4

a4

a1
v1

s2

s0

s1 s2

a1

s2

a2

s2

s0 s2

a4

a4

a2
v2

I Unlike (?), MCTS is often implemented with a simulation phase used
to initialise value estimates

I This changes the reward distributions of all UCB instances

I We show that the convergence properties of MCTS are maintained
for all simulations: any strategy can be used to draw samples
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history h leads to belief s0

Should we play  or  ?a1 a2



Building the Hypothesis 
Filling the L* table

Prince Mathew ULBCFV Seminar

E

Initial closed observation table Corresponding FSC

Threshold-safety formula: ℙP×H( □ ¬Bad) > 0.7

• Initialise S  and E == {ε}



Building the Hypothesis 
and submit it to the MC oracle

Prince Mathew ULBCFV Seminar

Threshold-safety formula: ℙP×H( □ ¬Bad) ≥ 0.7

Counterexample:  Reaches Bad state with prob 0.94 > 1 − 0.7
Can be due to the generalisation  

Correct ? Ask the oracle! 
MC oracle says no!



Model-checking oracle
To test validity of a hypothesis 

Corresponding FSC
Reaches Bad state with prob 0.94 > 0.3

For a finite Markov Chain , if it does not 
satisfy a safety specification 

,  then there exists a 
finite set of finite histories that reaches 

 and the sum of probabilities of the 
histories in this set is larger than . 

M

ℙM(□𝖲𝖺𝖿𝖾) > 1 − α

¬𝖲𝖺𝖿𝖾
1 − α

Un ig of M

&=unsafe2 > 1 − α



About counter-examples
and the Membership Oracle

Un ig of M

&=unsafe2

&
O eC

b a

b a

2 Cafe) :

2bership7 mem membership1
racl compatible racl compatible
L V VL L L
O eC eCO

W X Wbub a

·b J bua

↳* like CE frEQ FAIL



Prince Mathew ULBCFV Seminar

•… and fill the table using  and make the resultant table closed

• next hypothesis H’

• iterate…

𝒪A

Add the counter-example to E
Processing Counterexample

E

Action Oracle says 
« play up »



Constructing the Final FSC

Prince Mathew ULBCFV Seminar

The final observation table
 Constructed FSC

The  query returns True and CPLUS returns this FSC

PROBLEM SOLVED !  

𝒪M



The Learning Framework: Cplus

Prince Mathew ULBCFV Seminar



• Right target: Finite state strategies (FSC) suffice for 
threshold-safety problems 


• Correctness: Whenever the procedure outputs an FSC, it 
satisfies the specification


• Relative completeness: If the policy induced by the 
action oracle is correct and regular, then CPLUS is 
guaranteed to terminate with a verified FSC

of the CPlus framework
Theoretical Guarantees

Prince Mathew ULBCFV Seminar



1) LTL Synthesis with Hints 

2) Learning FSC for POMDPs 

3) Neuro-Symbolic Advices in MCTS

AAMAS’23



Decidable but too large
Synthesize a strategy for PacMan

Challenge: underlying MDP contains  states

Too large for exact methods


The techniques presented here scale to larger grids (easily)

1016

Maximize total expected payoff



How to use models when static analysis fails? 

Use MCTS-like methods online 
and improve them with formal methods



Monte Carlo Tree Search
With Symbolic Advice

Symbolic advice

s0

s1

s1

s1

X
s2

X

a3

s2
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a4

a3
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�
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X

a2

s2

s0

�
s2

�

a4

a4

a1

s2

s0

s1

X
s2

X

a1

s2

X

a2

s2

s0

X
s2

X

a4

a4

a2

H

I An advice is a subset of PathsH(s0)
I Defined symbolically as a logical formula Ï (reachability or safety

property, LTL formula over finite traces, regular expression . . . )

I Ï defines a pruning of the unfolded MDP
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H



Monte Carlo Tree Search
Advice for exploration - Maximize probability

Assumptions on the selection advice
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X
s2

X

a4

a4

a2

The selection advice must
I be strongly enforceable: can be enforced by controller if the MDP is

seen as a game ; does not partially prune stochastic transitions

I satisfy an optimality assumption: does not prune all optimal actions
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Explore only actions  that gives high probability for  



In PacMan, advice:  
keep probability of avoiding ghosts in next 10 steps high!

a ∈ 𝖠𝖼𝗍 φ
va(s0, φ) = 𝗆𝖺𝗑σℙ(φ, Ts0

h (a ⋅ σ))

H



PacMan MDP is too Large
Use MCTS to explore it online



PacMan
Advice: avoid ghosts at all cost

Latency

x

x+X

φ ≡ □≤10 ∧i=1,…,4 (xp, yp) ≠ (xgi
, ygi

)



PacMan
Advice: avoid ghosts at all cost

Latency

x

x+X

φ ≡ □≤10 ∧i=1,…,4 (xp, yp) ≠ (xgi
, ygi

)



How to get a better 
latency ?



• The problem. Symbolic advice  queries the model-checker 
online for every state → accurate, but high latency.


• The idea. Train a neural net  to imitate the model-checker, 
so MCTS calls  at runtime instead of MC (low latency).


• What we learn. Given a state, the network scores every action 
by how likely we are to satisfy the specification (avoid ghosts 
for 10 steps) if we play it — and at run time, at each step, we 
pick a top-scoring action.


• Why it works. Labels come from the MC (perfect, offline); the 
dataset stays focused on states where being wrong actually 
costs you.

Φ

𝒩Φ
𝒩Φ

By training a neural network from model-checking
Improving Latency



Latency

x

x+X

φ ≡ □≤H ∧i=1,…,4 (xp, yp) ≠ (xgi
, ygi

)

PacMan example
Playing with the safety neuro-symbolic advice

x+ϵ

𝒩*φ



• Symbolic advice: a way to inject expert knowledge 
into MCTS


• If the symbolic advice is inductive and can be 
enforced with probability one :  
                     formal guarantees ( = shielding )


• Symbolic advice may induce a too large latency 


• Neural advice can lower latency and retain most of the 
benefits of (exact) symbolic advice

Conclusion
MCTS with symbolic and neural advice



• LTL synthesis + hints (TACAS'23) — scenarios carry the design 
intent; φ stays concise and stays formal. Synthesis becomes 
usable on real specs.


• POMDP FSC synthesis (CAV'26) — L* with two oracles: MCTS 
proposes actions, model-checking disposes of wrong 
hypotheses. We retain verification's guarantees.


• (Neuro-)symbolic advice in MCTS (CONCUR'20, AAMAS'23) — 
a neural net imitates the model-checker  
→ shielding-style safety with low latency.

Three ways of combining ML and FM
Take home message


